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There are many benefits of using XML as the single data model for enterprise applications. In addition to its inherent
flexibility and extensibility, it reduces impedance mismatch across tiers and provides opportunity for global dependency
analysis and optimization. However, XML is fundamentally a tree data model whereas real world applications truly
need graphs. The XML standards provide a few primitive ways of representing relationships (links) between XML
nodes, namely ID/IDREF and XLink. But the existing standards require significant enhancements to be able to express
declarative constraints (metadata) about links, to configure link behaviour, and to easily query/traverse across forward
and reverse links. This paper details the requirements and discusses a set of enhancements to XML schema and query
languages to enable building enterprise and content management applications.

Motivation

Real world applications pose a fundamental requirement to manage relationships. Consider a typical enterprise
application. Traditionally it is derived from a logical E-R (entity-relationship) model. XML is sufficient to represent
entities in the model. However the other important part of the model — relationships — need to be managed as well.
Examples of relationships are :

+ 1-1 relationship from Order to Customer
* 1-many relationship from Customer to Order (implied)
* 1-1 relationship from Employee to Manager

The sample requirements in this scenario include :

* Order should only point at a valid Customer (link constraint)

+ Get customer information for order (link traversal)

+ Find all orders by a given customer (reverse link traversal)

+ Link from employee to manager should not form cycle (link constraint)

* Get all employees reporting to given manager (recursive reverse link traversal)

In content management applications, document references need to be managed as first class constructs. In particular,
intra-document and inter-document references have to be stored, indexed, queried and updated. For example, there are
references from the table of contents to all the chapters of a book. Further, a piece of the content may be reused in
several places e.g. the Safe Harbour statement is included in all financial statements. This is typically tracked as (a
different kind of) reference. Some sample requirements in this scenario are :

+ Find all references to a document (link query)

* Which content referenced by this document has been modified in the last week ? (link query combined with other
query conditions)

+ List the most heavily referenced content (link analysis)

The above scenarios illustrate the need to manage relationships within real world applications. Currently such
applications can use XML but have to implement a large amount of custom code to enforce the constraints and
semantics. The next section describe declarative mechanisms to enable comprehensive link management.
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Document Links

Links between XML nodes can be either intra or inter-document links. Simple XLinks can be used to represent the
references. They can target either the entire document (using a path or URL) or a fragment using XPointer. The support
for XInclude style of references is described later. Here are two sample documents that can be stored in the system.

<Order id="101" xm ns:xlink=".">

<Cust oner xlink:type=OsimpleO xlink:href=0/customers/5534.xmIO />
<Product xlink:type=OsimpleO xlink:href=O/products/2231.xmlIO/ >
<Quantity>10</ Quantity>

</ Order >

/orders/101.xml

<Order id="102" xm ns:xlink=".">

<Cust onmer xlink:type=OsimpleO xlink:href=0/customers/124.xmIO />
<Product xlink:type=OsimpleO xlink:href=O/products/7349.xmlIO/ >
<Ref erenceQr der xlink:type=OsimpleO xlink:href=O/orders/42.xml ">
<Quantity>5</Quantity>

</ Order>

/orders/102.xml

The sample Order documents above have links to the corresponding Customer and Product documents along with the
requested quantity information. In the second document, there is also a link to a previous reference order document. The
benefits of normalized representation for customers and products is obvious. However, we do expect one or more
de-normalized representations which may embed some parts of customer and product information into the Order
document. These de-normalized forms of the document (views) would be used as inputs to user interfaces, webservices,
etc.

For ease of description, this paper assumes the presence of a repository that provides the following basic
functionality — similar to but not limited to systems such as Oracle XML DB. Folders provide a mechanism to organize
the XML documents. Files have a named path as well as an internal system assigned identifier. Optional features
include file level access control, versioning and metadata. In such systems, a link can be either internal i.e. refer to a
document within the repository, or external i.e. any document outside the repository.

Link Metadata

New schema annotations provide declarative mechanisms to configure the constraints (metadata) on links and apply
them to all XML instance documents that conform to the schema. Alternatively, these constraints can also be configured
at the level of a repository folder — in which case, they apply to all documents that are stored under that folder. There
are several categories of link metadata.

Link Target Type Constraint.

This constraint specifies the XML schema type for element pointed by the link i.e. target element. When a document is
validated, the link is traversed and the type of the target element is checked. If the type does not match the expected
type, a validation error is returned. Derivations (by extension or restriction) of specified type are permitted. For
example, the link from an Order to Customer can be constrained to point at only valid instances of CustomerType.
Alternatively, the link can be constrained to a specific element (as opposed to type). Elements in the substitution group
of the element may also be permitted. E.g. the link from Order could be constrained to be valid instances of
<Customer> element.

Scope Constraint

This constraint is similar to keyref in XML Schema but for links. First, the domain for the links is expressed using a
simplified XPath expression that can also potentially traverse links. Then the scope constraint ensures that the link in
the instance document is one of the links in the domain. For example, the domain for Customer links within Order can
be expressed as all customers that are in the Order’s region.
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CustomerLinks Domain = collection()/Customer[Region = /Order/Region]
The scope constraint on Customer links is then expressed against the CustomerLinks domain to ensure that the link
points at a customer who is in the same region as the order.

Acyclic constraint

This constraint prevents cycles of links in instance documents. The constraint is expressed using a simplified XPath
expression. This expression is repeatedly evaluated against the matching nodes until no new nodes are reachable.
During this process, if the starting node is reached again, then a cycle is detected resulting in validation error.

For example, consider an Employee element containing a link to her Manager who’s also an Employee. To prevent
cycles in this situation, the acyclic constraint is expressed using the XPath shown below. It uses the ora:deref function
to traverse the link. This function is fully described in a later section.

AcyclicMgr = ora:deref(Manager)

Initially, the XPath is evaluated using the current Employee as context node. All resulting nodes are added to the
nodeset and the XPath is repeatedly evaluated until a cycle is detected or fixed point is reached.

Link Kind Constraint

This constraint affects the integrity of the link wrt to the guaranteed presence of target document and the link validity
when the target is renamed or moved. The link can be configured to be one of the following three kinds :

1. Hard Link. A Hard link guarantees the presence of the target document (similar to referential integrity in relational
databases). In addition to ensuring that the target is present during validation, it also prevents the target from being
deleted. The target is tracked internally using a system identifier instead of the named path. Hence, the link remains
valid even if the target is moved or renamed.

2. Symbolic Link. A symbolic link provides no guarantee about the link target. In fact, the link is not traversed at all
during validation. Instead it is resolved on-demand during link queries, etc.

3. Weak Link. A Weak link is similar to a hard link except that the target can be deleted. If the target is deleted, then
the link reverts to a symbolic link.

Internal links can be configured to be of any of the above kinds, whereas external links are always treated as symbolic
links.

Link Version Semantics

Many systems support versioning of documents. The link to a document can be configured to refer to either a specific
version of the document or to the current version. If specific version is chosen, then the document version information
is stored with the link. Even if the target document is subsequently updated (creating new versions), the link continues
to point at the original version of the document. If current version is chosen, then the version of the document is
computed dynamically during traversal. The version selection can be based on several factors including user
preferences, workspace settings, etc.

Output Link Format

In case of hard and weak links, the link is tracked internally using system identifiers. When the document is retrieved,
the link can be exposed using either the system identifier or reverted back to a named path. There are performance
advantages to keeping the links in the internal format. However, there may be a requirement to have a pretty named
path in the output. A schema annotation can be used to choose the format of the link in the returned documents.

The example below shows the schema annotations for the link from an order to the corresponding customer. The
link target is constrained to be valid instance of CustomerType type. Further, the system will track it as a Hard link i.e.
link integrity is enforced.

<xs: schenma>
<xs: el ement name="Order”>

<xs: el ement name="Cust oner”>
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<xs:attribute ref="xlink:href”>
<xs:annot at i on><xs: appl nf o>
<xdb:XLinkConfig>
<xdb:LinkType>CustomerType</xdb:LinkType>
<xdb:LinkKind>Hard</xdb:LinkKind>
<xdb: Li nkVer si on>Speci fi c</ xdb: Li nkVer si on>
<xdb: Li nkFor mat >Naned</ xdb: Li nkFor nat >
</ xdb: XLi nkConfi g>
</ xs: appl nf 0></ xs: annot at i on>
</xs:attribute>
</ xs: el ement >
</ xs: el ement >
</ xs: schema>

Table 2: Sample Link Annotations in XML Schema

Link Query

New query functions are introduced to express forward and reverse traversal of links within XPath, XQuery and XSLT.

 ora:deref(). This is the basic link traversal function. It takes the element with xlink attribute as input and returns the
target node. Note that the standard fn:doc() can only return document nodes whereas this function can return any
node.

 ora:getInLinks(). This function provides reverse link traversal. It takes a node as input and returns a sequence of
nodes with xlinks pointing at the current node. Optional inputs can be supplied to limit the result to a specific (or a
set of) source element/type. For example, this function can be used to return all elements that point to a particular
customer, or in particular, only order elements that point to the customer.

« ora:ref(). This function returns a reference to the input node. Based an optional parameter, it can return one of the
following flavours of references.

+ ID based reference. e.g. docurl#lineid5
+ Path based reference. e.g. docurl#xpointer(/Order/Line[5])
* Pure position based reference e.g. docurl#element(1/32)

Link Storage

This section describes the current implementation of link storage and indexes for performant bidirectional link traversal
within Oracle XML DB. The techniques described here are applicable in other environments as well.

A system table is used to store all document links in the system. It holds the source information viz. source
document / fragment identifier, target information viz. target document / fragment identifier (in case of hard or weak
links) or the target path (in case of symbolic links). The position of the link within the source document is represented
by a positional description in the form of a compressed numeric multi-part key such as 3.5.1 that indicates the 1st child
of the 5th child of the 3rd child of root. This information is very useful in optimizing small updates to documents.
Instead of deleting and reinserting all the links in the document, the positional description helps in skipping unmodified
content. The system table also holds the link kind information (hard, weak or symbolic) and the link form (XLink or
XlInclude).

When documents are inserted into the system, they are processed based on the configuration parameters in the XML
schema and/or the repository. The links are validated as needed and the link information is inserted into the system
table. At this time, the named path comprising the link is replaced by system identifier in case of hard and weak links.

Multiple B-Tree indexes are created on the system table and provide an efficient mechanism to lookup links based
on the source and/or target information i.e. forward and reverse link traversal.

Compound Documents

In addition to managing links that appear in the original documents, there are mechanisms to implicitly add links into
documents. Since a document is the unit of locking, versioning and access control, there are several advantages to
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decomposing a large XML document into smaller sub documents. Also, the subdocuments can then be reused within
multiple documents.

Users can declaratively express the decomposition rules using XPaths and/or XML schema annotations. When the
document is inserted into the system, it is implicitly shredded into multiple documents, and XInclude link elements are
inserted in place of the original fragments. An optional name generation XPath expression can be supplied to generate
the name of the subdocument. If it is omitted, the subdocument is created with a system generated name. The behaviour
if the subdocument is already present can also be configured — namely overwrite, ignore or error.

The example below shows the configuration for shredding all chapters within a book. The shredding points are
identified by the XPath //chapter. Another XPath is supplied for generating the names for subdocuments by
concatenating a fixed string with an identifier value pulled from the documents. The links between the parent and
subdocuments are configured to be hard links along with Overwrite semantics on conflict.

<SectionConfi g>

<Sect i onPat h>// chapt er </ Sect i onPat h>
<Docunent Pat h>concat (‘ chapt ers/chap’, chapter/ @d, ‘.xml’ </ Docunent Pat h>
<Li nkKi nd>Har d</ Li nkKi nd>

<ConflictRul e>Overwite</ConflictRul e>
</ Secti onConfi g>

Table 3: Configuration for document shredding

The XInclude based inter-document links that get created implicitly can then be managed, queried and traversed as
described in the previous section. Users can also recompose the original document by invoking native XInclude
expansion function.

Taking this original document:

<book>
<chapter id="1">

</ chébi er>
<chapter id="2">

</ chéioi er>
<chapter id="3">

</ ch;':l.pi er>
</ book>

The shredding process produces the following documents
<chapter id="1">
</ ;:hapt er>
chapters/chap1.xml
<chapter id="2">
</ 'chapt er>
chapters/chap2.xml
<chapter id="3">
</ ;:hapt er>
chapters/chap3.xml
<book xmns:xi="...">

<xi :include href="chapters/chapl. xm”/>
<xi :include href="chapters/chap2. xm"/>
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<xi :include href="chapters/chap3.xm"”/>
</ book>

book.xml

Related and Future Work

The Resource Description Framework provides a standard mechanism for representing arbitrary graphs. The associated
query language (SPARQL) allows for sophisticated graph traversal. However, these standards are unsuitable for our
usage scenarios because the document entities are crucial as the fundamental unit of access control, versioning, etc. We
could view documents as boundaries drawn around sub-graphs of RDF, based on the application model. A decision is
made to embed certain relationships using hierarchical structure of XML based on the considerations of ownership,
evolution, etc.

The Service Modeling Language (SML) specification has proposed extensions to XML schema for modeling
complex IT services and systems. Some of the extensions are similar to those discussed in this paper. We support the
addition of link type, scope and acyclic constraints to future versions of XML schema. Further XML Query extensions
to add the link related functions would be useful.

We are investigating several enhancements to the link management solution described here. One common evolution
of applications involves starting with some content that’s embedded within a parent element and then evolving it to
become a link. Handling this evolution without breaking application code (or at least to minimize the impact) requires
use of a new child-or-deref axis in XPath. The new axis will either return the child node, or in case of a link element it
will traverse the link and return the link target node. Similarly we may need a new flavor of descendant axis that also
traverses links, but within certain bounds.

Conclusions

This paper provided the motivation for managing relationships between XML nodes for building real-world
applications. It describes several extensions to XML schema and query for describing the metadata and constraints for
links, as well as flexible traversal of these links. A declarative mechanism to implicitly shred large documents was also
presented.
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