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Overview
Provenance [wikipedia2007] is an old fashioned expression, it is widely used in the world of antiques. All items for sale
have a provenance, this is the history of the artefact, showing its origin and how it has passed from hand to hand. For
the buyer it acts as proof that the item is genuine and not a fake. Each intermediary between the origination of the
artefact and the current seller depend on trust between buyer and seller at each transaction. It is a basic trust network.

People have a provenance too, they are known for a certain field or a certain task. In science publishing this
includes a person’s citation record - the number of times an article has been mentioned in other papers. There are
obvious parallels with how the web works in terms of publication, but similarly there is no common identity framework,
so I can know Simon is the same Simon.

This paper looks at the whole internet as a single social network and will show that it is possible to build up a
detailed picture of an individual, their friends and what they know, entirely automatically and with a surprising degree
of validity.

Online identity is a deeply complex issue and one that presents much opportunity for heated debate and nit-picking
of implementations. In this paper I’ll be looking at some issues I see in the path to creating an online provenance for us
all on the internet. There are snakes, toads and some gems under virtually every rock in this landscape so if I blithely
trample on your favourite topic, forgive me. Looking to the future is fraught with mishap.

Building blocks
Many of us (conference attending geeks) have multiple identities online, certainly many people have more than one
email address. Whilst some people have multiple online identities, they tend to have a single web presence which they
call home. Increasingly these personal pages are held on social software applications like MySpace or Livejournal,
rather than being hand coded. Some of these people prefer a blog on Typepad or Blogger, but there is a tendency to to
opt for a managed presence via a provider rather than hosting their own site.

They may also have a career-based presence, to separate the pictures of their kids from their papers on chemical
bonding. Finally they may have a separate employer supplied webpage, usually quite out of date, if supplied at all.
There is a blurring between career and personal for many people, but the distinction between family and friends vs
professional interests remains a valid one.

Many users struggle to maintain more than one of these spaces at any one time. Users, especially teenagers, also
tend to migrate en-mass if one significant person moves, or the new site is “better”, leaving a an out of date presence on
the old site, [boyd2006]. This was most marked in terms of Friendster and MySpace.

The ability to separate identities and also act anonymously is important for free speech [EFF2007], but whilst
important I’m going to put this to one side, as content generated in this manner does not contribute to provenance. Kim
Cameron has a good overview of the wider issues in identity [Cameron2005].

What does this mean for provenance?
Most people have a pretty disjointed representation of themselves online, they have a few years on one service then a
few on another. Sometimes their data migrates with them, often it does not move and is left to rot. Throughout all of this
there is no persistent identifier of themselves. If they are “gavin” on one service they may be “zzgavin” on a second,
depending on how quickly after launch they joined the service.
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Academia offers some insight into this, as the situation has strong parallels, different publications present authors
names in differing ways (G. Bell; Bell, GR and Gavin Bell). There are the general citation services ISI and Scopus who
track mentions of papers in other peer-reviewed journals. In academia there is no single author identity, papers are the
unique artefacts that are referenced and it is through this network of publications that a researcher gets acclaim, and
through the repute of the journal which published them. However that acclaim can get fragmented when a person gets
married or divorced.

Authors, papers and citation have parallels with the internet world of blogs, links and authors, but there is no peer
review in the internet. Pagerank can be seen as a peer review of sorts, but heavily distorted by the pressures of
advertising and sales.

So a consistent sense of who someone is can be hard to determine, multiple identities and online presences make it
hard to disambiguate one person from another, let alone combine identities together.

The ability to have multiple identities is actually easiest for the average user; the new user will struggle to make
their computer manage multiple email addresses. A significant number of people still share an email address, even with
broadband connections at home, the complexity of setting up accounts per user is often overestimated and people share
computers. For the “alpha-geeks”, they are so well connected to one another than their separate online personalities
merge together and a faceted personality presents itself, strongly interconnected with itself.

Identity has a darker side when people want to deliberately hide their identity, so that they can act maliciously. The
recent unpleasant incident involving Kathy Sierra has put this issue into sharp relief. Jon Udell [Udell2007b] comments
sensibly on the event with a post entitled.

History or technology: Which is the better defense of identity? Both.
There has been plenty of discussion of the defence of identity, but less on the idea of history; I think

provenance goes a long way to providing a good history.

Trusting identity
Given the relatively simple overview of identity issues noted above, how can we reliably determine identity across the
internet? OpenID [OpenID] offers a solution to some of these issues. At its core, OpenID is an authentication layer
only. This is frequently stated, often forcefully, in discussions about identity.

Yet, I feel this misses the context in which identity is presented. OpenID requires a URL, as an identifier - this page
embodies the user. It is only natural that providers will start adding additional services on top of the authentication, in
order to connect these presences together.

These additional services are an extension of what existing social software applications offer in terms of a profile
page, where many users already have their online presence already. These pages typically allow a user to describe
themselves in terms of interests and age, sex, location information. When viewed as part of a social network, these
pages will link content and people together in a concrete manner. It is early days for OpenID, but making OpenID a
core part of a social software package is going to become a standard feature. It is already part of LiveJournal, Vox plus
in beta on AOL and elsewhere.

OpenID allows me to “prove” I am the person (or sequence of keystrokes) with this profile, or more accurately that
I have the means to prove ownership of the url [Willison2007]. Thus I can establish that I am that person in the profile
and therefore I added these people, it is my profile and my social network.

The hCard and XFN microformats can make these links even more explicit. The rel= ”me“ and newer rel= ”self”
and “url uid” mean that I can combine OpenID, my hCard and additional profile links on other social software services
to show authenticated credentials for one site and allow inference that I am the same person on other sites.
[Messina2007] [McClusky2004].

The brainstorming towards a group microformat is making progress towards collecting XFN entries together. There
is other work towards making opened and microformats play better together too [uf-discuss2007a], though these
proposals are at a drafting stage.

What is your provenance?
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There is a strong call to combine these technologies together to allow portable social networks, [uf-discuss2007b].
This is a worthy objective, but I think that there are other interesting possibilities to do with more than pure social
relationships.

Following the networks
Flickr, Twitter, LastFM and other social network sites have been adding rel=”me” to profile pages for a while now. I
can infer that a link to a site from one of my pages with the rel=”me” attribute will link to a site I care about, probably
my own personal site or a blog. It will be central to my identity. This relationship is embodied as a microformat so
spidering this content is easy enough. In fact this is one of the pluses of microformating content. Thus I can build up a
list of valued webpages for a user by looking at their profile pages.

However when you add OpenID into the equation you make all of this more explicit as you are validating one of the
URLs. From this it is possible to then following all the rel= ”me” links and determine the range of social software sites
the person uses and their preferred identifiers, with a high degree of confidence that the person is the same person.

I can then follow the list of contacts associated with each profile page on each social network site and determine if
they point at a page which is an OpenID identifier. Then following the rel= ”me” links from these new OpenID pages
gives me a set of social network profile pages for everyone in my contact list. I could extend this to model whole
swathes of the internet, but the personal network is of more interest.

All of this is possible now amongst alpha geeks, as they are early adopters. Making a model of my friends by
tracing back links makes the internet act in a two-way manner. The hard end point is an OpenID page which lists other
social network sites via rel= ”me” enhanced links. The current practice of delegating your OpenID to personal pages
[Willison2006] makes this much more likely to work, though it would work equally well on Vox, given that it allows
you to list other sites.

There have been XFN crawlers before [Brewster2006], but the combination of OpenID, microformatted identity
and XFN links mean that it is possible to model social relationships across networks. Then it will be possible to view
the internet as a single framework which these existing networks sit within, as described by Ben Smith in 1991 referring
to the internet.

“Everyone’s going to look up from their little islands of LAN email and see this giant mothership hovering
overhead called the Internet.” Ben Smith from [Udell2007a]

Building your own personal social network is something I think will become of interest in the near future, as we care
about a small number of people [Dunbar]. There are tools which already allow us to aggregate social network content,
mainly feed combining to give a single stream from an individual, eg Tumblr or Feedburner.

However all of these tools require attention, something we have a small amount of to spend on reading every feed
from our network, as we collectively make a lot of content. Can we abstract the content generated by our friends? Lets
first look at what we create online.

I made this and I can prove it
Virtually everyone who is online generates content, be it pictures uploaded to Flickr or tags added to bookmarks in
del.icio.us or participation in mailing lists or messageboards. By pointing at a content source from an OpenID identifier
page via a rel=”me”, I’m strongly stating that I made the content on the other side of the link.

“We are recording our histories, one blog post at a time.” (David Weinberger, 2004) [Weinberger2004]

It is then relatively straightforward to scrape for microformats or query the api of a web application and determine what
content is associated with a user account. Via this simple mechanism one can start to build a picture of what a person
has said or created online across multiple websites.

What is your provenance?
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If you look at this in the light of the social network creation above then you can model the content associated with
your friends. It is possible to say “my friends took these pictures” and “these people are my friends”, due to the
symmetrical nature of the relationship linking.

Tags are a reasonable way to simply abstract meaning from content such as bookmarks or photographs, for blog
posts we can rely on tags or use a text summary service.

Finally we can turn to services on the wider internet to determine if this pool of content is any good. Delicious,
Technorati and Google etc all contain metadata pointing to the quality of the content and a rating can be inferred from
popularity on one of these services.

Content falls into two collections depending on whether the user is originating eg blog posts or photographs versus
content that is being described such as bookmarking. Both types contribute to an interest profile for a user, but retaining
the difference between creation and description is useful.

Disambiguating between taggings made by me and taggings made by others on my content is not something that is
clearly supported in some applications, Flickr in particular does not expose this data on public pages.

Thomas Vander Wal [Vander Wal2006]makes good points about the complexity of understanding someone else’s
tags, as the tagger understands the term and the reader of the tag needs to know them to understand the context of their
usage.

Quick summary
Thus we can find out who we are and what social networks we are a member of. We can then find out who is in our
contact list on each social network. We can then determine if these people have an OpenID enabled profile page or a
normal webpage, either of which can list microformatted rel= ”me” links to other profile pages. At this point we have a
social network of the people based around one person. Finally we can extract and catalogue content for each user across
each social network service.

The end result is a model of our friends and their interests expressed in terms of their internet output. It is a
shorthand for their provenance, the impression they have made on the internet over time.

Some prototype recipes
Start at my OpenID page, follow rel=”me” links, find contacts links on social network services, then follow profile
links, find rel=”me” or ideally rel=”self” links. Build model of my social contacts, you get a model of who your friends
are and how strongly connected you are to each of them.

Modelling what your friends know is also possible, once you can verify who someone is, you can then follow their
rel=”me” links and explore services they have hosted content with and look at the tags they have placed on content,
what content they have created then via Google or Technorati determine what the collective internet opinion is of this
content. You get a model of what a person has made, their provenance, as mentioned above.

Combining the social network mining and the personal content generation mining results in a model of your friends
with an approximation of what they know and its value.

You can then determine from your friends who has written about, for example, OpenID regularly if their content
gets tagged by others as OpenID, then you can determine that if it is highly linked to on a range of services. If these
things are true then they know about OpenID.

This is a pencil sketch for modelling for your friends knowledge. Much of this is possible now. There are many
applications that spring from being able to model your friends, but first a word on how this level of exposed information
has happened.

Choice and privacy
Over the past decade there has been a binary choice between public and private content, but this is starting to change
and there are now often levels of private content. The older default of a special password is giving way to defined
groups on social networks. The default is still open though, so that search engines can find and index the content.

What is your provenance?
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I now can choose to make my content private to my friends on several services, TypePad and Flickr both report
significant private usage, up to a third of content on TypePad is private. So it is possible to control release of content
and build a public reputation based on content on the open internet. Private reputations are also possible within these
groups as noted earlier.

However, whilst I may decide to put content out there, I may not expect the unintended usage of that content. There
was slight unease at the speaker list made by Alex Bradbury [Bradbury2005] prior to OpenTech 2005, where a blog
post accurately listed flickr, delicious and personal details for all speakers and pictures?. The data is out there, and
connecting it together just a matter of a few moments search.

It becomes a trade off: how much of my privacy am I prepared to give up for ease of use? The temptation to list
your profiles to show your friends what you are up to is strong, as we create this content to be read. The more content
you publicly interact with the higher the chance of you being seen to have a good provenance in a certain area. So,
consolidation of content sources to show your knowledge in an area becomes a further temptation.

Then it makes sense to use this overall profile page to represent us and this in turn allows others to make money
from the collective presence of thousands of users in the same space, eg Vox. Single sign on systems make life easier
for the user, so OpenID gets layered right on top of this and we end up disclosing more than we realise. Each step is a
small one, but we gradually give more away for other benefits, the privacy disclosure goes unnoticed.

Therefore it becomes even more important for tools to support semi-private usage: disclosure to friends, but not to
the world. Microformatted content is a blessing and a privacy exposure mechanism, particularly rel=”me”. It is great to
connect our various selves together, but we need to remember to look at what that connected whole might look like and
to whom it is available.

What is becoming possible is an internet wide people search based on what people have put online and the metadata
people have applied to your content.

Recommendations and a caution
I hope I’ve shown that modelling a person, their friends and what they have said is becoming easier to implement. The
role played by microformats and OpenID is significant in this. I feel that we need to do a better job of communicating
he impact that searchable microformatted content will have, particularly if we start following the links in those bits of
content.

We now have incredible abilities to aggregate content and identity across the internet. Yet there are hidden dangers
that we are unwittingly leaving for the muggles [boyd2007] who follow in our footsteps, making the best of things as
ever. There is no reason to only start at yourself in making a social network as I have in these benign examples. It is
entirely possible to model anyone and there is no reason why those doing this should always have good intentions.
OpenID identifiers only make the following of links to profile pages more definite and more likely to occur.

Provenance looks at the permanent record of an individuals trace across the internet: leaving comments, tagging
content, participating in message boards, rating items and writing blog posts. The Attention Trust [ATT2007] are
approaching this for the point of view for an individual, pulling together all the content that an individual consumes.
Provenance is trying to get to the essence of what that person knows about an area and how well respected they are in
the area. In this light it is broader than reputation and also spans the entire internet, rather than just one site. Lastly it is
highly respecting of context - a person might be well thought of in one area e.g. astrophysics, but unknown in a
different area e.g. winemaking.

Summary
Identity provision will increasingly be tied to social networks. Our lives are being lived online more and more, our
friends will be living their lives online too. There will be a whole class of people who are un-provenanced, their lives
are not online.

Content generation and tags allow us to model output from those on the internet This gradual layering and
consolidation of content and identity will become provenance for people on the internet leading to people-based search

What is your provenance?

5

0207-33/index.xhtml
0207-33/index.xhtml
0207-33/index.xhtml


systems based on their output. We need to take care with making apis and content publication permission based and
understand the choices for openness we have already made.

Our provenance already exists out there on the internet, it is just loosely joined. In the next few years, those small
pieces will aggregate and the connections will get stronger. We need to be aware of this process and take advantage of it
in terms of getting to know friends and strangers, but also be aware of what the connected picture looks like and how it
may be used by others.
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